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Abstract

One aspect of modern Web technology is that it is not
only employed to connect users to sites, but to an
increasing degree to bring together applications, as e.g.
with the help of Web services. Particularly, these
applications can reside under the control of different
organizations. In this case, the Web is actually used as a
means for establishing federations between the
organizations behind their technical systems. This enables
creating integrated business processes and thus facilitates
seamless cooperation between multiple businesses.
Naturally, the construction of such solutions raises specific
concerns that go beyond traditional approaches, including
questions of access control, identity management and
evolution in the context of federation. Emerging federation
specifications like WS-Federation or Liberty Alliance are
now offering standardized protocols as solutions to some of
these problems. Along with the technological base, the
process of establishing and operating federations also
requires dedicated models to plan and describe the systems
on an architectural level. Conventional approaches to
modeling software in general and Web applications in
particular do not specifically focus on federated
architectures. For that purpose, we propose the
WebComposition Architecture Model (WAM), a modeling
formalism based on our experience on developing
federations of Web applications as well as the concepts
found in recent federation specifications.

1. Introduction

A tendency that can be observed in modern applications
is their increasing degree of distribution through the help of
network technologies. Initially applied to connect only
system parts within single companies, these technologies
are nowadays increasingly used to link together
applications of multiple enterprises for the purpose of
cooperation and federation. This development has been
influenced by the advances in Web technologies,
particularly in the field of Web services. Acting as
physically distributed components, services expose

functionality and data through defined interfaces and
standardized Web protocols. The value they provide can be
used in applications from both within and outside the
company. As an example, a trading company could offer
their products and services through remote access points.
Beyond merely operating a coarse-grained procurement
system in the Web, it could support other organizations’
business processes by providing and publishing the
underlying fine-grained Web services. As a major
advantage, the act of purchasing can then be integrated
more tightly into the customer’s processes and software
systems to allow for a higher degree of automation.

In order to make such solutions actually feasible, several
problems have to be solved first that are especially related
to the multiple zones of control involved (e.g. defined by
organizational boundaries). One of these aspects is the
regulation of access to the exposed resources. More
precisely, the functionality of Web applications and
services needs to be made available to both internal and
external requestors (i.e. users as well as programs) in a
controlled manner. Often, business requirements demand
that the rules regulating these accesses must be reasonably
fine-grained: Rather than simply stating that all requestors
from a federated partner organization are authorized to use
a group of resources, dedicated access decisions have to be
made with respect to individual users or Web service
clients. Today we are faced with a large number of
heterogeneous, partly Web-based business applications
from different companies that often implement their own
access control mechanisms. Such heterogeneity leads to
further difficulties in managing a company’s overall
security and raises unnecessary costs.

A problem directly connected to the management of
access is posed by the management of the identities of the
accessing requestors. Traditional systems require users to
have an account at every resource-owning partner. As a
result, this “multiple accounts” approach implicates an
increase in operating expense for administering the same
identity information at different places. The difficulty of
managing foreign identities becomes especially severe
when changes occur outside an organization’s scope of
influence. For example, this can be the case when staff



members leave their company, but keep their accounts at
the partner networks. Being separate autonomous
companies, these are not aware of any external employment
changes, which for them pose potential security threats.

These problems have been recognized [1] and resulted
in standardization efforts aimed at the construction of
systems that are interoperable particularly in terms of
security. Solutions can be achieved by making use of Web
service technology to separate authentication and
authorization  mechanisms  from the applications
themselves. Thus, federated architectures are realized by
sharing identity and access information. As such complex
systems are implemented and deployed, they become
subject to evolution and need to be constantly adapted to
new requirements. This applies e.g. to switching federation
partners, developing new services or integrating already
existing services from outside the organization. In order to
conduct these processes effectively, the architecture
consisting of the various services and applications as well
as the restrictions it imposes on evolution (e.g. security-
related) must be thoroughly understood.

In this paper, we introduce a model to enable system
descriptions that serve as a source for such an
understanding. We begin by explaining the basic
underlying concepts found in current federation
specifications.  After reviewing the specifications
themselves, we briefly outline our work on extracting a
catalogue of solution building blocks that facilitate solving
federation-related problems. Following that, the WAM
(WebComposition Architecture Model), which is based on
the solution building blocks approach, is described. We
then demonstrate how the well-proven model can be
applied to concrete implementations with the help of an
appropriate support system and summarize our findings in
a brief conclusion.

2. Federation Concepts

During recent years, the idea of Web-based, federated
applications has received growing attention especially from
within the industry [2]. The emerging standards may differ
with respect to applied technologies and proposed format
specifications; they do however also entail a set of logical
concepts that are common to all of them.

A central objective of all specifications is the protection
of Web services and Web applications that are accessed by
a range of different users from within the business as well
as from outside. This is generally a matter of access
control, which can be solved with various existing
approaches [3]. In favor of a shift to more interoperable
systems, the processes for authenticating and authorizing
users can be delegated to specialized Web services. These
can be shared to enable the reuse of account and access
policy information. The security relevant statements made
by the services are denoted with the term security token,
the services themselves are hence called security token
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services! (STS). The tokens can either be used to prove the
possession of privileges, or to prove identities, in which
case the STS is called an identity provider.
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Figure 1: Access control with an IP and an STS

In a typical scenario depicted in Figure 1, a requestor
first acquires a token that proves the identity by providing
some credentials, like a name and a password for example
(1). The token is then presented at a resource STS to
request a second token (2) that enables its owner to use
some protected resource (3). After the tokens have been
issued, they can also be reused in different places, enabling
a so-called Single Sign On mechanism (SSO). Actual
federation is achieved by combining the security
infrastructures of two businesses. For example, two
companies can configure their security token services to
accept each other’s tokens. Hence, an employee of the first
company can login at an intranet portal, where he or she
possesses an account, and then also perform certain tasks
on the Web site of the other company. There is no need for
a second account with an extra password, which would
require additional management effort. The company just
has to define the set of privileges to be granted to certain
external users.

An important factor is the question, whether these
tokens can be trusted. In order to answer this, a security
infrastructure is needed that guarantees message secrecy
and integrity. As a minimum requirement, the tokens have
to be digitally signed, so that other parties who trust the
issuers can safely rely on the contained statements. If
confidential artifacts are exchanged for the purpose of
identification, encrypted communication also becomes
necessary. Additionally, replay attacks need to be
considered. Federation standards usually do not define their
own security protocols, but rather rely on other
specifications, like the Secure Sockets Layer (SSL) or
protocols based on SOAP.

Security tokens can be used for accesses on Web
services by other services/applications and for user
accesses on Web applications through a browser. In the
first case, an active requestor (a Web service client)
acquires access by consecutively calling security token
services and retrieving and presenting the necessary tokens.

! The denoting terms for the presented concepts vary in the
different standards.



In the second case, a passive requestor (i.e. a browser) is
redirected between the Web interfaces of the services,
while the tokens have to be passed on without the help of
any client-sided code. Both mechanisms have to be defined
exactly by corresponding specifications.

Beyond mere access control, there are other factors that
can also be subject to federation. The existence of central
identity providers is for example very helpful to
applications that offer personalized services by using
identity data from attribute services. Of course, such
scenarios assume that the individual’s privacy is ensured,
e.g. by a policy deciding who is allowed to access which
identity attributes. Furthermore, some scenarios make the
realization of anonymous (but still controlled) accesses
advisable. This can be achieved by introducing
pseudonyms or opaque key identifiers and corresponding
services to handle them.

By setting up a federated network of identity related
services, very powerful, but at the same time very
complicated solutions can be realized. The challenge is to
reduce the complexity with supporting systems and models
that hide unnecessary details.

3. Existing Standards

The delegation of the tasks of the overall authorization
process to individual Web services is only one part of the
solution. Unless the software systems of the federation
partners also follow compatible protocols, interoperation
would still be very hard to achieve. In the following, we
give an overview over three major specifications that aim
at a standardization of the concepts presented in the
previous section: WS-Federation, SAML and the Liberty
Alliance Project. Although they are driven by different
organizations, they are not isolated points of view and have
influenced one another in many ways.

3.1 SAML

The Security Assertion Markup Language (SAML) [4]
is driven by the international consortium OASIS, the
Organization for the Advancement of Structured
Information Standards. As the name already suggests, the
central part of the specification is a language for
exchanging security-relevant assertions between different
security domains. The XML-based notation, which can be
seen as a security token format, includes concepts for
making authentication statements, attribute statements and
authorization decision statements about certain subjects.
Beyond this language, the SAML specification also defines
protocols for token requests/responses and bindings of
these protocols to the underlying communication
infrastructure. Furthermore, it includes profiles for the
realization of typical federation scenarios derived from use
cases, like for example Single Sign On. Current protocol
bindings describe the transportation with SOAP messages
via HTTP, partly relying on SSL for security purposes.
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There are also approaches to integrate SAML with WS-
Security. SAML 1.1 is already an OASIS standard, while
SAML 2.0 is still a committee draft?.

3.2 The Liberty Alliance Project

Another involved party is the Liberty Alliance, an open
standard committee with partners from the industry, non-
profit and government organizations. The group has
launched a project with the objective to establish standards
for federation technologies [5]. Their work has been
organized in several phases leading to various
specifications. The foundation was laid by the Identity
Federation Framework (ID-FF), which extends SAML with
new profiles and introduces concepts for identity providers
(IDP) and service providers (SP). Following that, the
Identity Web Services Framework (ID-WSF) standardized
mechanisms for discovering and offering identity-related
services. The Identity Services Interface specification (ID-
SIS) applies the Web Services Framework and contains a
number of interface definitions for identity-related
applications like e.g. a contact book. In contrast to the
generic approach by WS-Federation, Liberty follows a
more business-centric one. The concepts of privacy and
pseudonymity are more integrated into the core
specifications, whereas WS-Federation treats these as
separate aspects in extra specifications. On the technical
level, Liberty relies on SAML and WS-Security for the
message security.

3.3 WS-Federation

WS-Federation [6] is one part of the group of WS*
specifications that are being developed by an industry
consortium. Being a relatively new initiative, it is still in an
initial public draft state. Because of the modular concept,
WS-Federation does not try to cover all aspects mentioned
in the last section, but builds on related specifications. The
general communication security is ensured by applying
WS-Security [7], which defines extensions for the Web
service protocol SOAP. Among other issues, this allows for
including security tokens in messages, adding signatures or
encrypting the content using technologies like X.509
certificates and Kerberos tickets. As another related
module, WS-Trust [8] specifies the protocol for requesting
and receiving tokens from security token services. On top
of this, WS-Federation describes the combined usage of
specialized Web services to achieve identity management,
authentication, authorization and attribute federation. A
central part of the definition is concerned with access
profiles that describe, how and in which order the
necessary SOAP messages are exchanged. In the case of
the Active Requestor Profile (ARP), this is applied to smart
clients with the ability to access Web services, whereas the

Z All statements about the standards refer to the time of writing,
May 2005.



Passive Requestor Profile (PRP) deals with browsers
accessing Web sites over HTTP.

4. A Catalogue of Solution Building Blocks

By introducing standardized methods of interoperation,
the outlined specifications provide a foundation for
federated applications in the Web.

In order to facilitate the design of solutions based on
these standards in a high-quality and cost-effective way, we
defined a catalogue of solution building blocks. These are
based on our experience with developing federated systems
[9] and can be understood as patterns extracted from the
standards as well as from solutions that can already be
found in today’s practice. Similar to design patterns in
Software Engineering [10], the catalogue adopts the
general principles of the pattern language idea. It contains
statements of certain problems together with descriptions
of how to solve these problems as well as discussions of
their solutions. Covered issues include concepts like Single
Sign On, Self Service ldentity Management and Legacy
Identity Infrastructure Integration. We outline two building
blocks as examples for concepts that have also been
applied in the design of the architecture model WAM.
Additional building blocks have been published in [11] or
can e.g. be extracted from [4, 5, 12].

4.1 Distributed Web Service Access Control

Problem: An organization operates a service-oriented
architecture (SOA) with a large number of Web services.
These need to be partly available publicly, whereas some of
their methods are only intended for a limited group of
callers. The policy stating who is allowed to access which
functionality changes frequently. If this policy was wired
into the services statically, the resulting maintenance would

raise unnecessary costs.

Web Service
—
‘ ‘
Identlty Resource Web Service
Provider STS
Web Service

Figure 2: Distributed Web Service Access Control

Solution: The organization may already have set up an
Identity Provider and a Security Token Service for their
Web applications. The Web services are configured to trust
a central STS, which itself trusts a central IP (cf. Figure 2).
Any accessing program has to first call the SOAP
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interfaces of the IP and the STS to receive the necessary
security tokens. For the duration of the token validity,
applications can then attach these to all of their SOAP
requests. Hence, a standardized way of accessing the
organization’s Web services is provided.

Discussion; When implementing this relatively complex
approach to secure Web services, the impact on
performance has to be considered carefully. In the worst
case, the number of Web service calls is tripled, with each
call requiring time-intensive cryptographic operations.
However, the solution brings with itself a lot of advantages
regarding flexibility. The same infrastructure that is already
applied to handle application access control is reused.
Thus, it is possible to treat individual programs and their
owners with the same technical concept. Instead of
maintaining different kinds of policies and using
heterogenous management tools, a unified management
procedure is realized.

4.2 Legacy ldentity Infrastructure Integration

Problem: A Web-service-based architecture should
rarely be regarded as an isolated world. Requirements in
real-world scenarios often demand an integration of new
systems with already existing legacy infrastructure.
Especially in the case of identity management, many
companies already have employee accounts that are
centralized, but not available via Web service interfaces. A
full change of system is often too expensive or even
technically impossible because of connected legacy
software. Nevertheless, it is desirable to enable the
advantages of the other building blocks.
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Figure 3: Legacy ldentity Infrastructure
Integration

Solution: The source of the accounts can be viewed as
units detached from the identity provider (cf. Figure 3).
Hence, the IP can be configured to access and use already
existing identity information from prevailing technology
like directory services or proprietary account databases that
are already in use within the organization’s network.

Discussion: By delegating the identification task to
identity providers that serve as adapters to legacy account
sources, the integration with a heterogeneous environment



can be greatly simplified. For instance, operating system
accounts can be reused and extended for accessing Web
applications and services. If this solution is used in
combination with self-service identity management, extra
care is necessary to analyze security implications. Allowing
the registration of anonymous visitors possibly results in
accounts that might have unwanted permissions in the
legacy systems. Furthermore, legal issues may also be
raised, e.g. concerning license models.

5. Modeling Federated Architectures

So far, we looked at which specifications are available
and how these can be applied to solve certain problems that
emerge in scenarios of federations of Web applications.
However, when the building blocks are realized in real-
world solutions, the resulting architectures of applications
and services can become considerably complex. This might
be for example observed in a company network with
several internet and intranet applications. According to the
service-oriented architecture paradigm, the business logic
is provided by Web services that are called by the
applications (service consumer). The Web services are
interrelated, as they call each other to compose the
functionalities provided by the various software systems of
the company. External users, e.g. from a customer
company, are granted access to a selected part of the
intranet applications. Furthermore, functionality is also
directly integrated into the customer company’s systems by
allowing their applications to access some of the Web
services. While all this can of course be realized with
standard-compliant protocols, the overall complexity of
such architectures calls for dedicated models that help to
establish an overview and serve as the base for
development and evolution. In this context, we propose the
WebComposition Architecture Model (WAM) as a means
for capturing the most relevant aspects of the characterized
systems with a UML-like notation.

5.1 Basic Modeling Elements

We begin by describing the main modeling elements.
This includes the security realm as the principal unit of
federation, realm entities as the software systems contained
in the realms and relations as the connecting links between
the other elements. Figure 4 displays the graphical symbols
whose meaning is explained in the following.

&D@O

(a) service b) application ) data provider d) process unit
O 4 = e
[protocol] trusts
(e) security realm f) identity provider (g) invocation (h) trust relationship

Figure 4: The most important modeling elements
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The services represent the system’s distributed
components that originate from the different involved
organizations. They typically take the form of SOAP
Web services that expose their functionality through a
defined interface. It can be distinguished between
atomic services, which provide basic, reusable
operations, and composite services, which invoke
other services to perform their work. One way to
support such compositions is to rely on business
process engines and use a formal process description
to control the execution.

Users normally only interact with the overall system
through the interfaces provided by applications.
Within the model, this term relates to Web applications
or portals that are accessed via standard Web protocols
through a browser. In correspondence to the other
model elements (e.g. the security realm), they can
either be realized as internet or intranet applications,
possibly requiring its users to authenticate.

In cases where it is useful to distinguish between the
services and the underlying systems that serve as the
actual data sources, this can be modeled with a
separate data provider. This symbol is connected to
the service, the application or the identity provider
with an undirected line. Data providers are not
necessarily Web-capable themselves, as e.g. a database
or a legacy system, for which the service acts as a
wrapper.

Connected systems that perform functionality beyond
data management are represented with a process unit
symbol. This covers e.g. software that performs
computations or triggers processes outside the modeled
scope.

Services and applications can be enveloped by security
realms, which are depicted as big rounded rectangles
with their name in the top-right corner. These
groupings reflect the organizational zones of control
over networks, hardware and software systems.
Technically, their boundaries result e.g. from Web
server configurations or firewall rules. When the
systems  employ the  mentioned federation
specifications, the realm also functions as a common
identity and access management context. This means,
there is exactly one designated security token service
per realm that issues the tokens necessary for accessing
the realm’s resources. Moreover, this implies a
common authorization system, like e.g. a set of roles
and permissions that are understood among all
protected resources. Security realms can also be
nested, e.g. to support groups of Web services with a
dedicated role system (compare Realm B in Figure 5).

Identity providers serve as the places where the known
users of the realm’s applications as well as the
applications and services themselves can be registered
and have their accounts. As such, they can authenticate



the members of the realm through login forms or Web
service interfaces. The tokens they issue form the
foundation for the security token service’s
authorization decisions.

g. The potential accesses on services and applications are
marked with invocation links. Optional labels indicate
the designated protocols, like e.g. HTTP, HTTPS,
SOAP via HTTP, SOAP via SMTP etc. When two
realm entities (i.e. services or applications) are linked,
the intended meaning is that the service at the pointed
end is called by the other entity. A link between an
entity and a surrounding realm states that the entity is
principally accessible from outside the realm (i.e. it is
public). In the example in Figure 5, service WS1 is
only available to the intranet (from applications
residing in Realm A).

h. Separate realms that are to form a federation can
establish trust relationships. Semantically, this means
that the STS of the trusting realm accepts the tokens
originating from the trusted realm. Hence, the
identities of the foreign requestors can be mapped to
tokens that are locally valid, enabling realm-crossing
accesses in a controlled and manageable way.

( Realm) ( Realn)
A C
APP1

Reall
B

A trusts
@ trusts

. J trusts

eal

D
APP2

Figure 5: A WAM example diagram

5.2 Modeling Constraints

The introduction of the graphical symbolism can be
understood as an approach to establish a good overview of
the modeled scenarios. In our experience, real systems
possess far more characteristics than can sensibly be
visualized all at once. For instance, the protocols cannot
always be referred to by a simple name like HTTP. Instead,
even when relying on standards, there exist a huge number
of possibilities concerning e.g. cryptographic operations or
ways of requesting and passing on security tokens. We
therefore suggest the use of the Object Constraint
Language (OCL) [13] in correspondence to the way OCL
supplements UML diagrams. This allows for refining the
model’s semantic with annotations like the one in Figure 6.
In this case, the expression states that the messages
exchanged during service invocation are realized as signed
SOAP envelopes over HTTPS. Hence, the protocol labels
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can also be seen as abbreviations for a more precise, but at
the same time more complex notation.

«invariant»

{request.signed=true and

soapTransport="HTTPS"}
i

Realm)

Figure 6: Use of OCL within a WAM diagram

In order to ensure a formal base for such annotated
restrictions, we designed a metamodel of WAM, which
consists of metaclasses for the visible modeling elements as
well as for other interesting artifacts that are not directly
represented by symbols. This model, whose detailed
description is omitted here, supplies a number of properties
and operations to be used in model annotations (cf. Table 1
for some examples). Properties represent static aspects of
the modeled architecture which may not be derivable from
the graphical representation. Operations, on the other hand,
capture dynamic aspects, i.e. they can be used to describe
activities and their impact on the system within pre- and
post-conditions.

In order to demonstrate the potential use of these
metamodel artifacts, we give a few examples of OCL
expressions that can be related to the model in Figure 6.

context RealmA inv: 1)
self._Location="“https://ip.tm.uka.de/sts._aspx”

In this simple example (1), the OCL expression is
annotated in the context of a realm, respectively a security
token service, as one realm can be mapped to exactly one
STS (cf. section 4.1). The stated URL is e.g. required in the
configuration of the applications within the realm to
specify, where anonymous requestors are redirected to
when they try to access a protected resource.

context RealmA::allocatelP(r:Requestor): String
pre: r.address ~ "141.3.69.*" 2)
post: result="https://ip.-tm.uka.de/ip.aspx”

The second example is concerned with the act of
choosing the right identity provider for a requestor that
needs to be authenticated before a security token service
can make an authorization decision. By making this choice
dynamically at runtime, scenarios can be realized in which
users coming from partner networks try to access the
realm’s applications and are automatically delegated to the
login form of their own company (i.e. own IP). The given
OCL expression (2) can be understood as a rule stating that
if requestors have an IP-address from a certain range, then
there exists a special identity provider other then the
default one that is responsible for them?.

% the comparison operator ~ is not part of the standard OCL
package



Table 1: Extract of attributes and methods to be
used in model annotations

Property / Type Description
Operation
Application Context
location String base URL where the application can
be accessed
certificateld String identifies the certificate owned by the
application (e.g. X509 key identifier)
signinSupport Boolean indicates whether the application
supports an authenticated session
sessionTimeout Integer number of minutes after which the
local session becomes invalid
operationAllowed | Boolean true, if the specified principal is
(p: Principal, entitled to perform a certain abstract
op: String) operation (e.g. access a page)
Web Service Context
location String base URL where the service can be
accessed
certificateld String identifies the certificate owned by the
service (e.g. X509 key identifier)
operationAllowed | Boolean true, if the specified principal is
(p: Principal, entitled to perform a certain abstract
op: String) operation (e.g. call a web method)
Realm Context
location String base URL where the STS can be
accessed
allocatelP String determines the URL of the identity
(r:Requestor) provider to which an anonymous
requestor is redirected for
authentication
authorizeToken Token authorizes authenticated requestors by
(t: Token) creating new tokens (e.g. with roles)
Identity Provider Context
accounts Set( set of accounts administered at the
Account) identity provider
sessionTimeout Integer number of minutes after which the
session at the IP becomes invalid
createAccount Boolean creates a new account or returns false
(a:Account) (e.g. in case of a password policy
violation)
maintainAccount | Account represents a regularly performed
(a:Account) maintenance operation to allow for
concepts like account expiration etc.
Invocation Context
request SOAP SOAP request message
response SOAP SOAP response message
soapTransport String SOAP  transport  binding  (e.g.
“HTTP”, “HTTPS”, “SMTP”, ...)
SOAP Context
encrypted Boolean true, if the message is encrypted
signed Boolean true, if the message is digitally signed
tokens Set(Token) | the security tokens that have been
integrated into the tokens header (e.g.
SAML, X509, Kerberos, ...)

context APP1_WS1 inv:
request.signed = true and
response.encrypted = true and 3)
request.signature._key =
response.encryption.key and
request.tokens->exists( t:SAMLIdentityToken |
request.signature._key = t.requestorKey )
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Example (3) makes use of OCL features that go beyond
simple restrictions on values. The first part specifies that
invocations between application APP1 and Web service
WS1 are to be initiated with a request in a signed SOAP
envelope and that the response is then encrypted with the
same key. Hence, only the original requestor can decrypt
the result. Moreover, the request header must contain a
SAML token that has explicitly been issued for the owner
of a certain private key. Only messages that are signed with
this key are trusted to originate from the subject described
in the SAML token. This guarantees that the token cannot
be stolen and used in other SOAP messages from subjects
that do not possess the private key.

6. The Identity Federation System

To insure the practical usefulness of the underlying
concepts of WAM, we developed a support system parallel
to devising the model. The Identity Federation System
(idFS) provides configurable components for the most
important WAM modeling entities and as such enables the
realization of the solution building blocks. Acting as an
infrastructure for Web applications and services, idFS
facilitates their assembling to federated applications.

As the underlying technological platform, the .NET
Framework was used, which already offers some support
for WS-Security [14]. The idFS implementation comprises
an identity provider, a resource security token service, and
binding modules for linking custom applications and
services to the identity infrastructure. These modules are
implemented in a configurable manner (plug-in modules).
For example, the SOAP-over-HTTP binding modules are
embedded as HTTP filters within the .NET Framework.
Hence, the communication with the security token service
does not have to be wired into the applications themselves.
The current version relies on concepts implemented with
the standards WS-Federation and SAML. This allows e.g.
to establish Single Sign On (SSO) in compliance with the
WS-Federation specification, with SAML being used as the
security token format. We also included a binding to the
WSLS framework (Web Service Linking System) [15] to
allow for federations of inter-connected WSLS-based
portals and Web applications.

Both idFS and WAM have been put to use for several
projects and Web sites. Figure 7 contains screenshots from
the application of idFS in the KIM project [16]. The vision
of this integration project is to federate all existing business
applications of the different business units of the
University of Karlsruhe as well as their partners. In the
displayed example, realm-crossing integration was
achieved between a portal at the Department of Economics
and Business Engineering (DEBE) and the central
administration  department  for  retrieving  student
information. Before the users may access the full
functionality of the DEBE portal, they are required to
authenticate first. As can be seen, the login screen is



actually the frontend of a separate Web application, an
idFS-based identity provider. The credentials entered by
the accessing users are checked against the central LDAP
directory of the department, which corresponds directly to
the Legacy Identity Infrastructure Integration building
block (cf. section 4.2). Integrated into the WSLS-based
portal, a page component provides the student data
functionality by serving as the user interface for the Web
service. Search queries are translated into SOAP calls that,
among other parameters, contain the logged-in user’s
security token. As described in the Distributed Web Service
Access Control building block (cf. section 4.1), this allows
re-using the mechanisms that control accesses to Web
applications for controlling Web service accesses. In the
case at hand, the token is required as a proof of identity for
the authorization decision at the other realm. Because of
the trust relationship established between the two
departments, the security token service at the
administration department can map the delivered token to a
new token with access privileges for the Adm Dep realm.
This finally allows the portal to retrieve the search result
from a remote HIS-LSF legacy system through the HIS Svc
Web service.
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Figure 7: Interrelation between the model and an
idFS-based solution

The architectural aspects visualized in the model are not
reflected by the implemented code itself, but rather in idFS
configuration files belonging to the individual realm
entities (cf. Figure 8). All configuration files have paths to
certificate folders that contain the public keys of other
federation nodes to realize the trust relationships. The
configuration file at the connected Web portal states
exactly one resource STS to which users are redirected.
There, the allocating rules in Figure 8 are applied to
determine, which of the two identity providers of the
system is responsible for the requestor. Further settings
specify the Web services providing the role-based
authorization information. The identity provider is
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configured with a set of management policy options as well
as the URL of a Web service encapsulating the source of
accounts to be administered. The service’s configuration
contains statements of the exact protocol prerequisites a
caller has to meet in order to receive a valid response. Most
settings found in the configuration files can be derived
from WAM descriptions and are related to corresponding
OCL expressions in model annotations (cf. section 5.1).

<configurations> at the resource

<!-- A unique name for used for the instance within the PRP process -->
<add key="InstanceName" value="http://kim2.tm.uni-karlsruhe.de" />

<!-- path to public certificates of the trusted STSs -->

<add key="STSCertificatesDir" value="Certificates" />

<!-- key id of certificate from the store "local computer/personal" -->
<add key="SignatureCertificate" value="..." />

<!-- URL of token supplying IP/STS -->

<add key="ResourceSTS" value="https://ip.tm.uka.de/sts.aspx" />
;)(.:onf iguration>
<configurations> at the resource STS
<WSLS.Federation.STSAllocationRules>

<add key="IP=*.%*_ * *" yalue="https://ip.tm.uka.de/mwrg/ip.aspx" />

<add key="IP=141.3.69.*" value="https://ip.tm.uka.de/ip.aspx" />

</WSLS .Federation.STSAllocationRules>

<'77 URL of service providing the roles -->

<add key="RolesUrl" value="http://ip.tm.uka.de/STS/Roles.asmx" />

<!-- URL of service providing the role-identity mapping -->

<add key="idRulesUrl" value="http://ip.tm.uka.de/STS/idRules.asmx" />
<)é<:)nf iguration>

<configurations> at the IP

<!-- Identity Store URL -->

<add key="ISUrl" value="https://ip.tm.uka.de/IdStore/Service.asmx" />

<!-- format restrictions to identity attributes -->

<add key="LoginNameRegExp" value="[a-zA-Z0-9]{2,20}"/>

<add key="LoginNameFormat" value="Please use between 2 and 20 chars."/>

<add key="NormalAttributeRegExp" value="["\x00-\x1F\x3c\x3e] {0,40}"/>

<add key="NormalAttributeFormat" value="Please use at most 40 chars."/>

</configurations>

<configurations> at the Web service

<!-- mode name (determening the access policy of a Web service) -->

<add key="ARPMode" value="CUSTOM" />

<!-- ADO.NET condition string for specifying the access policy -->

<add key="ARPCondition" value="MessageSigned=true and
SAMLTokenIssuedForRequestor=true" />

<!-- if true, the service's response is encrypted -->

<add key="ARPEncryptResponse" value="true" />

</configurations>

Figure 8: Example for an idFS configuration

7. CONCLUSION AND FUTURE WORK

In this paper, we investigated the application of the
underlying concepts in Identity and Access Management
related specifications to the construction of federated
solutions consisting of autonomously cooperating Web
applications and services. The various specifications are
centered on the idea of distributing the authentication and
authorization process among dedicated Web services and
communicate security-relevant information in so-called
security tokens. We demonstrated how building blocks for
the realization of federated scenarios can be derived in a
pattern-like manner. In order to extend the federation-based
approach to the operation and evolution of manageable
solutions, the WebComposition Architecture Model
(WAM) was introduced. WAM acts as a modeling
formalism to describe complex architectures consisting of
numerous interrelated applications and services. We
described the graphical symbolism and introduced OCL






